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Notes for Part A
Wednesday
(1)   Opening Salvo – Foreign Exchange Exercise

(2)   The Standard Model – Geometric Brownian Motion (GBM)



-  Browsing through data: does it work?



-  Can we estimate the parameters?

(3)   Stock Options



-  The “royal road” to the Black-Scholes formula




(with a risk-neutrality assumption)



-  Can we do without risk-neutrality?

Friday ( 1 pm, same room )
(4)  Teaching a financial-mathematics class

(5)  Black-Scholes without the risk-neutrality assumption

(6)  Mean-variance optimization and CAPM

Key Currency Cross Rates – Late New York Trading

(WSJ – August 25, 2004)
	
	
	U.S.
	Euro
	U.K.
	Mexico
	Japan
	Canada

	
	
	Dollar
	Euro
	Pound
	Peso
	Yen
	CdnDlr

	Canada
	CdnDlr
	1.3053
	1.5776
	2.3449
	0.11483
	0.01185
	

	Japan
	Yen
	xxxxx
	133.12
	197.86
	9.689
	
	84.382

	Mexico
	Peso
	11.3675
	13.7388
	20.421
	
	0.10321
	8.7087

	U.K.
	Pound
	0.5567
	0.6728
	
	0.04897
	0.00505
	0.42646

	Euro
	Euro
	0.8274
	
	1.4863
	0.07279
	0.00751
	0.63387

	U.S.
	Dollar
	
	1.2086
	1.7964
	0.08797
	xxxxx
	0.7661

	
	
	
	
	
	
	
	

	


(The column currency is worth ___ units of the row currency)

Lessons:

(1)  Reality vs. abstraction:  The bid-and-asked prices are real.

(2)  Arbitrage


= any investment plan that guarantees a positive profit



(Better:  any investment plan with a positive probability 



of profit, and zero probility of loss)

(3)  Flat dollars.

We generally make the 

No-Arbitrage Assumption:  The market offers us no 


arbitrage opportunities

and make inferences about relationships among market prices.

The accuracy of these inferences is limited by bid-asked spreads and transaction costs.

The Standard Model:
Notation
S(t) 
= 
stock price  ( $ / share )  at day t




(t is time in days; t = 0, 1, 2, …)
L(t)

=
ln ( S(t) )




( all logarithms are natural )

R(t)
=  “daily return” for day t



=
L(t) – L(t-1).

Two concepts of “daily return:”

The logarithimic definition:

R(t)
=
L(t) – L(t-1)
=
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The additive definition:

A(t)
= 
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These are related:


A
=
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To first approximation:  A(t) ( R(t).  We can express them both in percentage points and think of either them as “daily percent return.”

To second approximation:  A is always larger than R by about 
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Additive definition vs. logarithmic definition

The additive definition is assumed in everyday reporting.  The logarithmic definition is more natural in a theoretical context, since we usually build models for the logarithm L(t) rather than for S(t) directly.

The additive definition has some weaknesses:


(1)  It doesn’t add over time.  If a stock goes up 10% on day 1 and 10% on day 2, the two-day return



 is 21%, not 20%.


(2)  We can’t pretend that additive daily returns are drawn from a normal distribution (which would be



 a convenient assumption), since that would place a positive probability on returns below –100 %.

The logarithmic definition doesn’t have these weaknesses.  But it is a poor indicator of expected profit.

Suppose that each day, a security goes up 10% or down 10%, each with 50% probability.  Then the expected profit from holding this stock is exactly zero, whether you hold it for one day or a longer period.  The average additively-defined daily return is also exactly zero.  But the average logarithmically-defined daily return is smaller:





( ln(1.10) + ln(0.90) ) / 2 = –.005


which is a poor guide to expected profits.  For estimating expected profit, the additive definition is better.

In practice, daily returns are usually small (-2% to +2%) and averages are hard to estimate accurately, so the numerical difference between A(t) and R(t) is unimportant.  

Statistics of  R(t)
Use  (  and  σ  for the mean and standard deviation of the (logarithmic) daily returns, R(t).     Recall:
Mean
=
(
=
Expected value of R
=
E(R)



= 
theoretical long-run average of R(t).



(
actual average over n observations, 
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Variance
=
Var(R)
  =
E(R2) – E(R)2
(
E(R2).


(
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Standard deviation  =
σ
=
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Statistics of  A  vs.  Statistics of  R

Recall that


A(t) 
(
R(t)  +  
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(from the Taylor series)

so


E ( A(t) )  (  E ( R(t) )  +  
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Since  E(R(t)) = (  and  E(R(t)2) ( Var(R) = σ2,   this means

E ( A(t) )  (  
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The Standard Model

· Each daily return  R(t)  is independent of all earlier prices and returns.

· All daily returns  R(t)  are random draws from a single probability distribution.

· The distribution is normal.

· The statistics of the distribution are

E(R)


=
(
= 
“drift parameter”

Std. dev. of R  =
σ
=
“volatility parameter”

These depend only on the stock and are independent of time.

Longer period returns are also normal.

Define:




R ( y, y+t ) = L ( y+t ) – L ( y )







=  change in log(price) from 








time  y  to time  y+t.

For example:




R ( 0, 5 )
=
L ( 5 ) – L ( 0 )


=  change from time  0  to time  5.

Note that




R ( 0, 5 )  
=
R( 1 ) + R( 2 ) + R( 3 ) + R( 4 ) + R( 5 ).









sum of 5 normal variables




R ( 0, 5 )  
=
R( 1 ) + R( 2 ) + R( 3 ) + R( 4 ) + R( 5 ).









sum of 5 normal variables

So:




R ( 0, 5 ) is normally distributed




E ( R(0, 5) ) 

     = 
5(t




Var ( R(0, 5) ) 
     = 
5σ2



Std. dev. of R(0, 5)   =  
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There is nothing special about one-day time periods.  Returns over any time interval are normal.  Means and variances grow in proportion to the time interval.

The Standard Model (Restated)

· The return over any period is independent of all earlier prices and returns.

· The return over any time period of length  t  is a random draw from a normal distribution.

· The statistics of the distribution are

E ( R )



=
( t

Var ( R )


=
σ2 t


Std. dev. of R  
=
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t


·   (  and  σ  depend only on the stock.
Great Student Projects:

· Is  R(t)  really independent of earlier prices ?

· Is the daily return distribution really normal ?

· Are  (  and  σ  really constant over time ?

· How can we estimate  (  and  σ ?
Problem.
What is the probability that AAPL will be below $ 38.67  on April 1, 2005 ?

Solution.

1.  Decide what parameters  (  and  σ  to use for AAPL.



Yearly values:



Daily values:




( = 0.09  (9 %)



( = 0.09 / 252




σ = 0.55  (55%)



σ = 0.55 / 
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2.  Find out current share price:




S(0) = 63.29   (close 1/3/05)
3.  How much time till April 1 ?:




t = 0.25 year
4.  Now:
S(0.25) < 38.67
means 

ln S(0.25)  <  ln( 38.67 )
means

ln S(0.25) – log S(0) 

<  log ( 38.67 ) – log ( 63.29 )





means

R ( 0, 0.25 )  <  -0.4927.



According to the model,  R ( 0, 0.25 )  has a normal 



distribution with mean  (t = 0.0225  and standard 

deviation  σ
[image: image18.wmf]t

 = 0.2750.
5.  So the probability that  R ( 0, 0.25 )  is below -0.4927


is about  3.05 %,  and that is the probability that



AAPL will finish below  38.67.

Why the standard model?

If you believe…



The stock price varies continuously as a 




function of time   (continuity)



Returns  R(t)  are independent of previous

prices   (independence)



Returns for periods of same length have




the same distribution   (stationarity) 

…then you must believe in the standard model.

Estimating the parameters of the standard model

If we accept the standard model, can we estimate the parameters ( and σ  from the history of the stock price?

First consider  (.

Today we have 3784 observations of daily returns from  Ford.  If they are independent draws from a single distribution we have:



sample mean 




= 
0.000639


sample standard deviation 
= 
0.022837
The sample mean is the best available estimate of  (.  

A 95% confidence interval for  (  is given by





0.000639 ( 1.96 (0.022837/
[image: image19.wmf]3784
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= 0.000639 ( 0.000728
or, scaled to yearly values,





0.161  (  0.183
That is, we can infer from our data that the true value of  (  is probably between   –2.2 %  and  +34.4 %.   This is useless information; we could have guessed this a priori from the nature of the stock market.

You can’t estimate the mean return of a security from its history.

Estimating volatility:

Today we have 3784 observations yielding a sample (daily) standard deviation of  (  = 0.0228.  A standard  95%  confidence interval gives

0.0225   (   (   (   0.0231,

or, in terms of yearly volatility,

0.358   (   (   (   0.366,

which is good for any practical purpose.

If you accept the standard model, then you CAN estimate volatility (and covariance)  from history. 

More on estimating  (  from history…

Further subdividing the interval (say, using minutes instead of days) would not help.  The accuracy of the estimator is determined almost entirely by the length of the sample period in years, not by how it is subdivided.

This is easiest to see if we are using logarithmically-defined returns.  In this case, the estimator we are using for  (  is given by
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The accuracy of this estimate doesn’t depend on how we subdivide the time interval at all.  So unless the subdivision changes our sample standard deviation—and according to the standard model, that would only occur by accident—the confidence interval is not affected at all by whether we count by days, months, or fortnights.

Using a longer sample period—say, going back to 1950 or 1900—would shrink the size of the confidence interval, but only in proportion to the square root of the time interval.  We would then be relying much too heavily on the assumption that  (  is constant over time.

On estimating  (2  from history…
In principle, further dividing the interval would give us as accurate an estimate of  (2  as we might like.  For either Brownian Motion or Geometric Brownian Motion, if we are able to observe the entire continuous process over any interval of positive length, we can determine  (  and  (2  exactly.

In practice, we would be reluctant to use measured returns over periods of less than a day, so the interval given above is about the best we can do.  Of course, if we are willing to use data further back into history, we can shorten the confidence interval a bit more. 

”Royal Road” to the Black-Scholes Formula

1.  Option Valuation


a.  What is an option?


b.  Why?


c.  Traded Options ( http://finance.yahoo.com, again )

2.  “Royal Road” to the Black-Scholes Formula


a.  Prepare:  understand  
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b.  Prepare:  get rid of  r


c.  Prepare:  two unrealistic assumptions


d.  Prepare:  story about royalties on Gulf-of-Mexico oil wells


e.  Derive and understand Black-Scholes formula in one easy step
3.  How far can we get without the risk-neutrality assumption?
Prepare:  Understanding  
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If   X   has a standard normal distribution, then its density function is
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and its distribution function is
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Therefore, if  X  is standard normal:
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If  X  is any normal random variable, with mean  m  and standard deviation  s,  then 
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  is standard normal.  So, 
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Prepare:  BANISH  r

r = risk-free interest rate, so that the market is willing to trade
1 dollar now for 
[image: image28.wmf]rT
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  dollars at time  T.

Imagine a foreign currency (say, yen) that appreciates at exactly r with respect to the dollar, so that 1 yen at time T is worth  
[image: image29.wmf]rT
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  dollars at time T.  Then the risk-free rate in yen is zero.

Let’s do all our theory in terms of yen — or, “flat dollars.”

This is equivalent to assuming the special case  r = 0.  But, we don’t really lose generality, because we can always translate back to dollars at any stage.

Prepare:  Royalties in the Gulf of Mexico

Royalties on certain deep-water tracts in the Gulf of Mexico are paid to the U.S. Government only if the oil price for the calendar year exceeds a certain threshold,  k.

We would like to have a formula like this (for some future year):
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That’s wrong, because the royalty itself depends on the price:


Royalty = (Oil Price) (Quantity Produced) (12.5% rate).

So,  if   Y   is the random variable representing price in the future year,  we want to know E(Y*)  where 
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We’ll abbreviate this as
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Theorem:  If  Y = eX,  where  X  has a normal density with  parameters  m   and   s,  then
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More generally, for  n ( 0, 
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Proof (for n=1):  The density function for a lognormal density with underlying parameters  m  and  s  is
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Therefore
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(now substitute  
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same density function!
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So we have this corrected formula:
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when the future price is lognormal, where  s  is the its underlying standard deviation.  We can think of the last factor as an “adjusted probability” — adjusted for the bias caused by the dependence of the royalty on the price.

Two Assumptions

1.  COMMON KNOWLEDGE.  All market participants agree on the standard model, and on its parameters  (  and  (2.



L(T) is normal, with mean  L0 + (T   and std. deviation  
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S(T) has mean  
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2.  RISK NEUTRALITY.  The market values an investment according to its expected value—or more particularly, the expectation of its future value, discounted to present.   (Discounting doesn’t matter to us, since we’re still assuming r=0.)

Consequences of risk neutrality:



Value of call option 
=    E( S(T) – k  if  S(T) ( k )



Value of share equals expected future value
 => S0 = E( S(T) ),
  therefore  
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Derivation of Black-Scholes Formula

Value of call option:



V 
=  E( S(T) – k  if  S(T) ( k )




=  E( S(T)  if  S(T) ( k )           –    E( k   if  S(T) ( k )




=  E( S(T) )  P( S(T) (  
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Now,  E(S(T))  is just S0.  Also,  S(T) = eL(t), where L(t) is normal with parameters

s = 
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  and  m = L0 + (T =  L0 – 
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which simplifies to
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If  r  isn’t  0…

The only dollar amount in this formula that refers to a future time is the strike price, k.  So, in order to allow  r  to be non-zero, we only need to replace  k  with  Ke–rT:
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.

And that’s the Black-Scholes formula.

Limitations:

(  Not everybody agrees on the expected future growth rates of all stocks.

(  Some people are risk averse, and so do not value options (or anything else) according to expected value.

So, we still need the full Black-Scholes theory.






















algebra in the exponent











       Note that both mean


 and variance are proportional


   to the length of the time
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